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DHERCHRELREZ(TIZENTEET,

INnlcky, GPU VY —XRZEHEIRNITERBL Al 7—oB0—FDERE, Al TVREZV b ENLTE
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5.2 ENMEIRIEE DY — /S8R

RETIE, BIEREE%Z EHE L7 Express5800 R120k-2M (2D W T DY — NFEHER / BRICIS C/-BRL

—vy FORBEIRAE / BERIESRHICOWTERBALE T,

5.2.1 Express5800/R120k-2M H—/~FEHERK

- HREA HE WEFH
Express5800/R120k—-2M 8x2, 58FF547 8x2.5 B
7ML (U. 3 NVMe x1/SAS/SATA) NBL00-3034 R4 7EFNL
CPU#+—F (16C/3. 20GHz/6517P) N8101-1913 2
64GBERXAEYFR—F (1x64GB/R/DR) N8102-773 16
AXEYZI—-Fv b N8102-746 1
glisiEr CRESRHAL) NESV16-074 1
¥EM2, 583, 84TB SATA RI SSD N8150-1829 4
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77yvanyoFTyFTazy b N8103-218 1
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2UANEDVD R Z 4 7HEEFx v b N8154-195 1
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DE—F2RXP AV MERT M4 X (Advanced) N8115-33 1

2U =707 —4 N8143-154 1
75749 0AN—FEBRT—7N (12+4pin) K410-527(00) 1
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ZFDMIEEZA TS 3 12D WT L, Expressb800/R120k-2 & X7 LS A FEZSBD £ FELEE L,
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AIZBL CIHE4 DIRBETHORHEREEEL T E W,

EMEIREESR I & & VHEHEFIRA 72 a >~
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WERZ47 BEAEEAE (8 BLUT
AEY RDIMM: 16 #LLTF
WERRIA 75— EHATA
PCl h—F 41 E CHERTEE 2 W E CHRERTEE
PHEEZ 4 L& BHATA
RADav bO—5 HIBR A L

FERIERE N8100-3034Y 8x2.5 & N5 A 7E 7 | N8100-3034Y 8x2.5 & K T 4 7& F/L(U.3 NVMe x1/SAS/SATA) : 20 ELLF

JL(U.3 NVMe x1/SAS/SATA) : 25 EELL [ N8100-3035Y 8x2.5 & K 7 4 7E F/L(U.3 NVMe x4) @ 20 LT
—F

N8100-3035Y 8x2.5 B K Z A 7E F
JL(U.3 NVMe x4) @25 ELUF

#HEEIA:

PCl 1— Fo##(I< N8105-75GPU A~ a2 —F 4 > A — F(NVIDIARTX PRO 6000 BSE), RAID > bE—Z (&
Bzxavy b)) LOM h—FiEEHEH A,

K410-527(00) 7' Z 7 4 v 2 R h— FBRT — 7L (12+4Pin)ix 1 £ v F T3 ROFHBIERT — 7LD EENET,

AR GPUBHE, BRE2LHT 2EBHL LTV, £, BRIFFETREBREAY £7,
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5.3 Kubernetes #E$EF|E

[Kubernetes Documentation] #5808 L. Kubernetes 7 7 A X —%EEL TS,
¥ 7-. containerd #& A L. GPU Operator 4 > X b —JL L T2 &Ly,
https://kubernetes.io/docs/setup/
https://containerd.io/docs/2.2/
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/26.3/

5.4 NVIDIA Run:ai #&E¥FIE

FNVIDIA Run:ai DOCSJ] #<M8 L. NVIDIA Run:ai ##E L T /2& Wy,
F 7= . NVIDIA Run:ai (2 H 7= 1) . Ingress Controller, MetalLB. Local Path Provisioner, Knative Serving.
B LU Prometheus Z8 A L TL 72 & Ly,
https://run-ai-docs.nvidia.com/self-hosted/2.26/getting-started/installation

5.5 NVIDIA Run:ai MCP Server #EF|E

[NVIDIA Run:ai DOCSJ] #=88 L. NVIDIA Run:ai MCP Server Z#ZE L T< 72& Ly,
AENEMRIETlE. NVIDIA Run:ai MCP Server % Local Mode (STDIO) THEEL, Al 7Y R& v hELT
GitHub Copilot CLI ZA L £ L7-, ®irEFd Al E7/L121F Claude Sonnet 5 (R L TWE 4,
Al 7 2E b EDERZEMICDWLTIE, LT ® NVIDIA Run:ai DOCS # 28 L T 723,
https://run-ai-docs.nvidia.com/self-hosted/2.26/getting-started/mcp-server#configure-your-ai-tool
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6 TRELFER

RLLIPA
NVIDIA RTX PRO 6000 Blackwell Server Edition Z #5% L 7= Expressb800 R120k-2M (23 LT, NVIDIA
Run:ai OBMERIEZ 1T o 7GR AL R— MIRH L 2RAEHEICE VW CRELRCEET 2 L 2R LF

L7ce BB, AIRIETIE MIG ZBMLL. 1ROYEGPU 2 22D GPU 4 » X2 X & LTHIAT %18
PR TR Z =ML TWET,

HERIIFOEE Y 7 bz 7ON—=Ya Yy - RRIETRICAY £T,
® OS Red Hat Enterprise Linux 9.6

® GPU R34/3\— NVIDIA Driver 590.48.01

® NVIDIA GPU Operator v26.3.3

® NVIDIA Run:ai v2.26.23

— AN —
6.1 75RX%—¢& GPU Y Y —Z2DIRRFER
NVIDIA Run:ai MCP Server 2B L T, 7 7 XA X —O&KEIRR. 7—270—RFORE, BLOPGPU Y —
ZDEN) BT - FARREERLE L2 AITVREZ Y FABREEBTIERTAZEIZLY, TN DIER
HEWERTEHADERIEL £ L7,

whoami (MCP: runai-stdio) {"email
list_node_pools (MCP: runai-stdio) {"has
95 AP0
get_cluster_infrastructure_health (MC
get_cluster_physical_inventory (MC
get_workloads_summary (MCP: runa

25 A 9%R (2026-09-15 10:35 UTCHS )

1275@2M: BIEE - /— K148, T THealthy. GPUEAFA (unschedulable) 733

GPUZEERIR:
= GPUET Jl: NVIDIA RTX PRO 6000 Blackwell (MIG 2g.4¢

- 5if2 gPu, EFe (2 TEEF» - (EFFE100%)
= CPU: 21.4/64 P{EE. ATV : 30.6/1007 GiefEH

Running . )
Stopped ldeff (/v oOdiL)

BiES IFENRET SAEENHEDET.

N E‘ \ Orchestrating a brighter world © NEC Corporation 2026 8



6.2 77—/ A0— FORIERE

EENCELKTE7—2o0— R&E5%E LT, NVIDIA Run:ai MCP Server 2B L CTRIEFAEA =ML £ L
Tzo Al 7o RZY PABARERETIERT A LICLY, 7—27 00— FORERER. BEBROBE. LV
BERFENTEI2H0HBEEL £ L7,

2007 =7 0= RAREMERL TWBIRREICL £ L7,

Workload Type Status Project Department Preemptibility Running / requested pods GPU compute request GPU compute allocation
chat-apivi Inference Initializing (6m) @ pj-chat-service default Non-preemptible 0/1-1 1 1
chat-apivz Inference @ pjchat-service default Non-preemptible 0/1-1 3

LFROREZNRICAI 7V X2y bAHEZKEL, RAZHEL X LT

list_workloads

20— FHAROMDELR, &«
get_workload_status (MCP:
get_workload_spec
BAE: Q»T+C A-IHEELEW (InagePull T5—)
EEINLTA-—T94 ET,

ZM%%  this-tag-does-not-exist-demo | NGC L ZEDELTETE probe

F4E:  runai inference submit @ =) A
nver. io/nim/openai/gpt-oss-28h: <1E e T LIEEW, neC ETHIFR

) chat-api-v2 hf Pending 2@ I3it?

list_workloads

get_workload_status

BE: cruy x— 8 + /— FRfkerv LREX (20 0OME)

1. 2 —49#B: pj-chat-service 7| 7 FOGPUY F —F 1 1. BIKIET VI 7T+ FILTIPUERF O, chat-api-v2

12D THB ( NonPreemptibleOverQuota ) .
2. /—RLBR8X: £5%6 default /—

A —5HA
7 %49 ( list project resources / manage org unit
=¥ preemptible 7—27 00— 2 S —SEHET D
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L =] =[E
6.3 HEERIRENRAE & WE
BROBEMNICH L CHBFE /I —270— KRR —LT7T7 b camWRinzEsE e LT, NVIDIA Run:ai MCP
Server #EH L CHEMEORABTAEHLE L Al PTVREY F~BAREECIERT A EICL Y &
DERAE, WEFDERR. BELFOEM. BLUNERDOREEREZTIADZINERIEL X L1,

BEEBNICE VR — 78— FDRT—LT 7 FTES, Pending REEELBZRNEFHKESI LT FE LT

Workload T Type Status Project Department Preemptibility Running / requested pods GPU compute request GPU compute allocation

%£|  chat-api-prod Inference pj-chat-service default MNon-preemptible 1/1-2 2 1

EED Pending RKEETWRICAI TR a2 > hAAEZKEL. RRCAERDREREZFE L7,

chat-api-prodidIR #EPending ik
get_workload_status (MCP:

get_workload_spec

list_project_resources (MCP: runai-stdio) - projectMame: "pj-chat-service" {"hasMore":false,"resources":[{"cpuCores":{"a
RE
chat-api-prod RIR#E Pending (FL FUANERITEZTAr—I7P7 HEM) RETY, A RSECOEERETY.

in-replicas 1, max-replicas 2, concurrencyRi{E2 TA— k27— 2 IHIEH
F‘ﬁm"f?nA 2|:| HoOLFUh (Gru 15@'}7 —pr_eemptible ) EREEULES &L
EhidEpreemptible TEERAD
NonPIeanptlhle(]uerQuota < = _L- — JLAR] —=Pending®DEFE
BEENTUSTZ RO B o TWE

tEE ([EEEE)

1. FAYV Y FDeru? # —FEEPT (
pj-chat-service @ default /—
2. 7—YA— F%&EpreemptiblelcZEE
over-quotadi’zpreemptibleiC FH1IE
3. HEM: concurrencyBiiB%E _LIFT

HhzEHETM? (fl: 74— 5=E12CEPT
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Al 7V REZy FDPRRLI-BERICEDE, REZFEOEREIERL E L7
Y 1EEBLTLIEEW

manage_org_unit

TLE2—ER: GPUY *—% 12 (default F—Jl). MALET.
manage_org unit (MCP: T

WALUELE (PUTA—%12) . 7—Y0—FD
get_workload_status

FlREARIITT—X

$ shell

R TY, F=T
Read shell output Wa
get_workload_status
BEELELL.
|& Pending —*Runnin B (v THE#E=xT)
fEFAEHS NS

TLIT>

NELER, HRT— A —FART—ILT7 7 LT Running JREEL -7 Z & AFER L £ L 7=,

Workload Type Status Project Department Preempribility Running / requested pods GPU compute request GPU compute allocation

_. chat-api-prod Inference Ru g pj-chat-service default Non-preemptible 2/1-2 2 2
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1 EEY>Y

https://run-ai-docs.nvidia.com/self-hosted/2.26/

® NVIDIA Run:ai MCP Server

https://run-ai-docs.nvidia.com/self-hosted/2.26/getting-started/mcp-server

® NVIDIA runai-mcp-server

https://catalog.ngc.nvidia.com/orgs/nvidia/runai/containers/runai-mcp-server/2.26.27/

®  GitHub Copilot CLI
https://github.com/features/copilot/cli

8 FRILWEhHHL
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